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When I decided to speak to you today about Quality, I realized that I had a lot that I wanted to say and that I wanted to get it exactly right.  So, I’ll apologize now for having written down my thoughts so that I could read them to you, but these days we are all so used to PowerPoint that maybe this will be a welcome change.

I believe that the definition of Quality is very personal.  In fact,  since I could not seem to find two people that thought about quality the same way, I had decided that this was one of those subjects like “architecture” or “strategy” or even “art” that was somewhat mystical and devoid of any real operational meaning.  If I wanted to act with quality, what would I actually do different?  Isn’t quality just the same thing as doing the best job I can given the circumstances I find myself in?

Two things have happened to me that have helped crystallize my personal definition of quality.  First, I find myself in a position of responsibility for the quality of the work delivered by teams of people rather than single individuals.  And second, I decided to take a class on Six Sigma and Quality and much to my surprise I have discovered that you actually learn something when you study a subject.
The meaning of Quality has evolved significantly over the last 50 years, with the transformation driven by a few key people, cultures, and organizations that have refined the definition into a true competitive strength.  Individuals such as Deming and Juran established the philosophies, but oddly enough found that they were not received well in the United States.  Instead, their ideas found root in Japan as that country sought to rebuild their manufacturing capability after World War II.  
Prior to this transformation, Japanese product quality was considered a joke.  Now, many of the best Japanese companies routinely achieve yields that set the bar for world class.  Companies such as Toyota have created production systems that are fundamentally different than those used in the United States and as a direct result of this operational excellence they were able to disrupt an industry created and dominated by US-based companies.  I was amazed to learn that Toyota employees document more than two million suggestions for improvement every year!  Since we have only two posted so far, we only have 1,999,998 to go!
Following this lead, US companies such as Motorola and General Electric have accomplished phenomenal manufacturing and service efficiency improvements and have exploited these gains to great financial benefit for all of their stakeholders.

So, what is this magic, and how do we get some?  How would I do my job differently tomorrow in order to improve our quality?

First, let’s start by talking about what it is not.  Quality is not inspection.  This is one of the first and most difficult lessons that US industry had to learn.  At the time, these industries had extensive Quality Control organizations intended to inspect 100% of the work product of the production staff to remove defective product.  Worse yet, while you can fool yourself into thinking that quality through inspection achieves the same result for your customers (that being defect-free product), this is true only in the short run.
In fact, what industry has learned is that a wasteful process (one which produces defective product outside the tolerance limits established by the customer) is expensive, and when someone else figures out how to improve on the process and to make parts with the same specifications but without the waste, they will take your customers away.  However, this does not mean that you can solve the problem by simply slowing down your process so that every step can be done with care and precision.  Defect free product delivered late will also disappoint your customers and cause them to move to your competitors.
The parallels in the software industry are obvious – the equivalent of 100% inspection in the software industry is code review by an inspector of every line of code that is written and manual functional testing to ensure that every feature functions as required and will meet the needs of the customer.  If our test teams resort to this kind of testing, then our unstated philosophy is that we are going to test in quality.  Sure, when you are done you can stamp it with your seal of approval and say with confidence “I know all of the features work correctly” because you exhaustively tested each one.  However, in other industries the role of tester has changed from inspector to advisor and is focused more on continuous improvement of the process so that it does not produce defects in the first place.

This is the first part of my personal definition of quality – process capability at the speed required by your customers.  At the highest level, our product development process is about converting ideas into tangible, usable software products.  The quality of these products is only as good as the quality of the thinking that goes into them – they have to be well-conceived and well-constructed and anticipate the needs of the user so that they do not get frustrated attempting to accomplish what should be an obvious task.  Perceived quality is as much an attribute of the design of the software as it is part of how it is constructed.
The second part of my definition is really just a means to accomplish the first.  Since the machines in our factory are people, we are all fallible.  We need to be motivated and inspired to do our best work.  We need to believe that it is important.  And change is an inevitable part of our world.  Think what it would be like in the manufacturing world if they depended on machines that may or may not perform well depending on how much sleep they got the night before.  Or if they had to deal with technology changes on a monthly basis that forced them to constantly adjust their manufacturing processes.  In the manufacturing world the solution is to depend on process and mechanization in order to reduce the impact that the humans can have on the outcome of the process since they are often the weakest link in the chain.  But in the software world, the human mind is the machine and there is no substitute.
This is why I believe it is even more important for software organizations to be learning organizations.  If we don’t constantly strive to sharpen our skills, to share what we know with others so that they improve, to communicate clearly and openly about the ideas that shape the products we are building, then we will fail.  I know many of you think that this is what training is all about, but that is only the start.  What I am talking about is a commitment to a culture of continuous improvement in everything we do.

I want to stop here for a while and dwell on what I mean be continuous improvement because I believe this is the key point of my talk.  The basic process of discovering defects, providing a fix for those defects and delivering those fixes to the field through hotfixes or upgrades is NOT continuous improvement.  This is only the surface, and while this is a necessary function to deliver it does not reduce the likelihood that we will have a future defect.
Think of it this way – while the quality of the product improves with each defect fixed, you can still see the overall quality of the product as perceived by your customers decline.  The first issue is that these fixes are very slow to make their way out to the market.  Hotfixes are generally not deployed unless there is a specific problem addressed that forces the customer to take the risk of deployment, and we all know that upgrades may lag by months or years.  In the mean time, until these problems do get fixed in the field they are ticking time bombs that very likely will result in one or more calls to WWS in the future.
Beyond this, there are many possible interpretations of what it means to fix a problem.

I believe that we have always taking a minimalist approach to working around or patching issues experienced in the field.  WWS has become very good at being self sufficient in finding and documenting these workarounds in the form of literally hundreds of Tech Notes that exist only to complement our product or related documentation or to compensate for their inadequacies.  They then focus on learning how to efficiently document and locate these workarounds in order to quickly resolve the future calls that come in from other customers regarding the same issue.
Why are these basic problem solving techniques not enough?  Growth, changes in role, and turnover all introduce new people on a fairly regular rate and these folks have to start from scratch learning how to recognize these common failure modes and what to do to fix them.  Our customers get frustrated with the time that it takes these new people to learn the ropes and to become fully productive.

Why do we do this?  The reasons are all good, but the outcome is less than ideal.  We do it because we are trying to move fast and be efficient.  But this just perpetuates the cycle – the more times we work around issues the more time we spend resolving these same issues in the field.  This kind of “triage” solution is also immediately gratifying – a creative person can often find a fix in minutes to hours, and with that satisfying result under their belt go on to triaging the next solution.  WWS is frequently incented to behave this way – we track open calls and monitor productivity by comparing call close rates between different technicians.
I would like to tell you a story that illustrates my point.  Thomson recently purchased from us a production inventory control system that was constructed for them using WebWise and workflow web pages.  The first sign of a problem occurred fairly early in the implementation process but since it only happened once and there were numerous other things to do, the team moved on and left it unresolved.
You can probably guess what happened next since it is such a common occurrence.  The next sign of trouble was during the dry run of the go live.  Once the number of concurrent users climbed they experienced a problem that caused the server to fail.  Resetting the server resolved the issue, but in this case our customer was unwilling to just let it go at that.  They opened a call with support and escalated it to PD support.
There are few problems more difficult to resolve than infrequent, intermittent issues like this that only occur under load.  Several weeks went by with us trying ineffectively to reproduce the problem.  We eventually realized that perhaps the reason we could not produce the problem was because they were using a multi-processor server in production but we were performing our tests in single processor VMs.
At this point in the problem solving process we were pretty desperate.  We were looking for anything that could be done quickly to simply avoid the problem.  Can the implementation avoid using workflows?  Can they disable all but one of the processors on the existing server to avoid the problem?  Can they switch to using a different single CPU server in production until we find the solution?  These are all examples of what I’ll call the LEVEL 1 FIX or TRIAGE FIX.
Despite our repeated warnings that finding a solution would probably take some time, they maintained their pressure on us to provide a real solution.  They forced Dan and I to go onsite with the implementation team to meet with them as they so far had been unimpressed by our problem resolution and needed to meet the people involved in order to gain confidence that there would ever be a real solution.

About this time Paul and Dan identified a solution that would prevent the failure from happening.  We knew that somewhere in the runtime was a critical session that was not thread safe, but finding these things are like looking for a needle in a haystack and the customer was applying a great deal of pressure to provide a fix.  Given that we had now managed to produce the failure mode by using a multi-processor VM and a load generation technique that Paul created for this purpose, we knew that it was a threading issue.  Given their expected load, we reasoned that it would be OK in the short run to change the workflow web service to single thread all calls to the workflow engine.  We made this change and tested it and sure enough, the problem was solved.
Now we had accomplished a LEVEL 2 fix or what I would call a WORKAROUND.  In this case the workaround was done through a code change, but I have seen this same thing accomplished through changes to documentation, tech notes or user training as well.  This is the equivalent of having a patient say “It hurts when I do this” and we respond by saying “We have updated the manual to indicate that you should not do this”.  Crude, but effective in the short term.

This is the critical point of the story, because in my opinion this is where the story usually ends.  The bleeding has stopped, the customer feels healthy again, and we move on to the next crisis.  But this time it was different – this customer only accepted the short term fix with the commitment that we would produce a real solution as well.  This time we kept Paul working diligently on the issue.  And this time, after a couple more weeks of effort, he had his breakthrough.

As I have often seen before, the real answer can be disappointing after so much time and effort to uncover it, but what he discovered is that a new base class created during the effort to add the new solution environment functionality in 7.6 was not threadsafe.  CSM used this base class, and as a result under random conditions when CSM was being destructed it would fault in a way that would kill the process.  This would not only affect the process pool manager that was handling the workflow web service request, but the same root cause has likely contributed to numerous unexplained crashes in Event Manager and Message Manager.  The fix was almost trivial after all of the effort that had gone into getting there.
Is this where the story should end?  I would argue that it is not over.  Why not?  Because even though the product has improved, we have not improved.

Sure, by telling this story I have now taught 25 more people about some of the dangers of multithreaded programming, and maybe what you learned will help you avoid or diagnose a similar situation in the future.  But we have still only explained the TECHNICAL FIX, and I would argue that we have made it only slightly less likely that it will happen again and only for a relatively short while until the lesson is forgotten.

So, now I ask you the ultimate question.  What would we do if we wanted to be sure that this would never happen again?

This is the question we need to ask if we want to truly create a culture of continuous improvement.  I don’t know the answer, but I do have a few suggestions in this case.  Ask anyone that has done multithreaded programming and they will tell you that it is hard.  Not just incrementally harder than your typical application or system programming, but an order of magnitude harder.  Since we have known this to be true for years, then I ought to be able to see that when multithreaded programming is being used, our process is adjusted to reflect the extra risks involved.  Perhaps I would see some or more extensive code review performed, or pair programming, or a test strategy focused on performance and stress tests on multiprocessor servers around these boundary conditions to try to uncover mistakes such as this.
Let’s say we decided today that these were all great ideas and this is exactly what we were going to do in the future to ensure that this never happened again.  Where would I write these decisions down so that the policies could be understood and enforced in the future?  We have a Quality System, but even if I updated it there, what assurance would I have that everyone here would read and follow it?

To me, continuous learning is the capacity within an organization to learn from an event such as this and to be forever affected by it.  I believe that the commitment to work this way comes from what Deming would call “systems thinking” – if everyone sees the big picture and understands how their decisions lead to dysfunctional behavior down stream in the organization, I am sure they would all change their behavior.  Unfortunately, we have instead suboptimized within our work teams and departments to try to be successful by our own metrics at the expense of the greater good.
By way of review, let me repeat again what I believe is important for us to take as the next steps in our growth as an organization:
· We need to create capable processes the run at the speed required by our customers

· To do this, we need to create a culture of continuous improvement

· To get to root cause we need to seek a real and lasting improvement to products or processes whenever we identify a defect
· And finally, we need to think about the system as a whole and not just simply compromise in order to meet our own objectives

In conclusion, I want to offer you three challenges:

· First, make sure you ask yourself “Why?” 5 times whenever you see that our process has produced a defect and have the courage and conviction to see it through to a real and durable fix.  Don’t settle for fixing the immediate problem – find a way to prevent it from ever happening again.

· Second, help me build a culture of continuous improvement by contributing ideas and suggestions.  I have started this myself as part of my blog, and I welcome all of you to record your own ideas there for all of us to learn from.

· Third, share your success stories with me or anyone else that will listen

Thanks for your time and attention today and for everything that you do to make HighJump a great place to work.  It is truly an honor to be allowed to be one of your leaders.  I’m proud of the work that each of you does, but I need your help to build a culture of quality that is greater than the sum of these parts.  This is my most vital objective for the coming year and a pursuit that I believe will lead to true and lasting satisfaction.  I hope that you will join me in that pursuit.
Thanks,

CK
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